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1. Laboratory 8 (U1, K1) — Deep Reinforcement Learning: Mini-
Project 2 (Comparison of DQN vs PPO Algorithms) in Kaggle

Goal of the laboratory and expected outcome

The aim of this laboratory is to complete a mini-project involving a comparison of two
different families of Deep RL algorithms in the same environment and under a comparable
training budget. The methods compared are: DQN (value-based) and PPO (policy-
based/actor-critic). In practice, the task is to run training for both methods, perform
evaluation, collect the results in a table, and prepare a short report.

The expected outcome is to obtain two trained agents whose results in deterministic/greedy
evaluation (without exploration) are clearly better than the baseline of a random agent. In
CartPole this is easy to interpret: the reward is 1 for each step as long as the episode lasts, so
the return equals the episode length. The greater the average episode length during
evaluation, the better the policy.

Environment and setup (Kaggle)
The laboratory should be completed in Kaggle Notebooks. In “Notebook options” set:

e Internet: ON (for pip install),
e Accelerator: None (CPU is sufficient; GPU optional).

Run the cells sequentially from top to bottom.
Why is the comparison “DQN vs PPO” and not “two versions of DQN”

In Lab 7, a modification within one family was compared (DQN vs Double DQN). In Lab 8, two
different learning philosophies are compared:

1. DQN (value-based)

DQN learns the Q(s,a) function, i.e. the predicted utility of an action in a given state. The
policy is derived from it: the action with the highest Q is selected, and exploration is used
during training (built into SB3). DQN usually works well in environments with a discrete
action space. To make learning stable, DQN uses a replay buffer and a target network.

2. PPO (policy-based/actor-critic)

PPO learns the policy directly (actor) and additionally learns the value function (critic). PPO
uses a mechanism that limits the size of the policy update step (clipping), which is intended
to improve stability. PPO is also often used in environments with continuous actions, but

here it is tested on the simple CartPole, so that the comparison is understandable and fast.

Why is a “comparable training budget” crucial in this project

In RL, a “comparable budget” should mean a similar number of interactions with the
environment (timesteps), not just a similar number of episodes. Episodes can have different



lengths (especially after partial learning), so a comparison “after 300 episodes” may mean a
completely different number of actual environment steps. In this laboratory, the budget is set
as TOTAL_TIMESTEPS and is the same for DQN and PPO.

Why is the baseline of a random agent mandatory

Baseline shows what result can be achieved without learning. In CartPole a random agent
usually achieves short episodes. If after DQN/PPO training there is no clear advantage over
the baseline, this indicates a problem: too small a timesteps budget, inappropriate
hyperparameters, an error in the evaluation procedure, or other irregularities. The baseline
is therefore a minimal “sanity check” for the results.

Why is evaluation performed over many episodes

The result of a single episode is random. Variability results from: the seed of the
environment, randomness in the algorithm, randomness in the optimization process, and in
DQN also randomness in sampling from the replay buffer. For this reason, the compared
results are reported as the mean and standard deviation over many evaluation episodes. This
reduces the risk of drawing incorrect conclusions based on “one lucky episode”.

Why does the laboratory include a hyperparameter mini-experiment

DQN and PPO are sensitive to hyperparameters. One method may perform worse simply
because its settings are not appropriate. The mini-experiment shows this dependence:
changing one parameter (e.g. clip_range in PPO) can change both performance and stability.
The goal is not to “find the perfect setting”, but to understand that in Deep RL, results
depend on both the algorithm and the parameters.

To pass the laboratory, the notebook must include:

e acomputed baseline of the random agent (Part A),

e completed DQN training and evaluation (Part B),

e completed PPO training and evaluation (Part C),

e asummary of results in a table and conclusions from the comparison (Part D),

e a hyperparameter mini-experiment (3 configurations) with a results table (Part E),
e afinal report in section TODO F1 (Part F),

e completed answers in sections: TODO A1, TODO D1, TODO E1, TODO F1.

Submission

The notebook should be copied (Copy & Edit), all cells should be run, and it should then be
saved via “Save Version”. Submission requires a link to the Kaggle notebook with the version
number or an exported .ipynb file uploaded to Teams. Verification is based on the visible
execution results (prints, table, report) as well as the completeness and quality of the
answers in the TODO sections.



