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1. Laboratory 10 (U1, K1) — Guide to using pre-trained Large
Language Models (LLMs)

Laboratory Objective

The objective of this laboratory is the practical mastery of using pre-trained language models
for multilingual tasks without training from scratch.

Students are expected to learn how to:

Select a model appropriate for specific languages and tasks.

e Runinference in Kaggle.
¢ Control the format and style of responses through prompting.
e Compare several prompting variants.

e Recognize typical LLM limitations (hallucinations, prompt sensitivity, context limits,
and computational costs).

In this laboratory, the priority is correct configuration and a conscious evaluation of quality,
rather than using the "largest model."

Technical Requirements and Execution (Kaggle)

The laboratory is performed in Kaggle Notebooks (browser-based). In the "Notebook
options," set the following:

¢ Internet: OFF (not required).
o Accelerator: None (CPU is sufficient).
Next steps:
¢ Add data: Add the instructor's dataset (columns: text, label, lang).

¢ Work in a copy of the notebook (Copy & Edit), run cells from top to bottom, and
finally select Save Version.

Kaggle Paths:

o /kaggle/input — data (read-only).

o /kaggle/working — working files (writable).
Basic Concepts (LLM in Practice)

¢ Pre-trained model: A model trained on large text corpora; in this lab, you use it in
inference (generation) mode without additional training.

¢ Prompt: The instruction and context provided to the model.



¢ Prompting: The technique of designing prompts so the model responds according to
intention.

e Zero-shot: No examples provided in the prompt.
e Few-shot: Adding 1-3 "question = answer" examples to the prompt.

o Temperature: Controls generation randomness: higher = more creative; lower = more
deterministic.

e Context limit: The maximum length of the input (instruction + context + history).

e Hallucinations: Generating information that does not follow from the provided
context.

e In multilingual scenarios, it is also important to consider how well the model handles
the specific languages you are working with.

Laboratory Plan — Step-by-Step Process

Part A: Model Selection and Running Inference Select a model that can be run in Kaggle
within a reasonable timeframe. Moderate-sized instruction-tuned models are
recommended. Run the generation pipeline in transformers and verify that the model
generates responses.

Part B: Multilingual Test Set Prepare a fixed set of at least 20 tasks/commands in two
languages (e.g., PL and EN). Tasks should cover at least 3 types:

e Summarization of a short text.
e Information extraction (e.g., list key facts).

e Classification/Evaluation (e.g., sentiment or category) or simple QA on a short
context. The goal is comparability — you will use these same tests in subsequent
parts.

Part C: Zero-shot Prompt and Format Control Design a zero-shot prompt that enforces a
specific response format, such as JSON or a bulleted list, as well as the response language.
Test it on the entire test set.

Part D: Few-shot Prompt (1-3 examples) Build a few-shot prompt for one task type (e.g.,
summarization or classification) and compare the quality with zero-shot on the same
examples.

Part E: Response Stability (Temperature and Seed) Compare responses at least at two
temperature settings (e.g., 0.2 and 0.8) on the same 5-10 examples. The goal is to see how
response variability increases and where quality begins to deviate.



Part F: Verification and Response Safety On selected examples, evaluate whether the model

adds facts not present in the context. Introduce a simple rule: the model must quote a

fragment of the context or indicate "no data in text" if it cannot answer. Check if the prompt

enforces this.

Observations

The same model can provide different answers depending on the prompt (instruction
order, format, examples).

Few-shot often improves format compliance and accuracy but may narrow responses
to the style of the examples.

Higher temperature increases creativity and variability but also the risk of
hallucinations.

In "context-based" tasks, a model without enforced quoting can invent missing
information.

Multilingualism reveals differences: a model may be significantly better in one
language than another.

Required Conclusions (Text/Markdown in Notebook)

1.

2.

Which model did you choose and why (size, languages, availability in Kaggle)?
What did your test set look like (task types, number of examples, languages)?

What improved results the most: changing the prompt (format, instructions) or few-
shot? Provide 2—-3 examples.

How did temperature affect the quality and stability of responses? Provide 2
examples of differences.

Did you manage to limit hallucinations by enforcing quoting or "no data"? Provide an
example where it worked and where it did not.

Mandatory Task (For Evaluation)

Run inference for the chosen LLM in Kaggle and demonstrate that it works.
Prepare a fixed set of at least 20 tests in at least 2 languages (at least 3 task types).

Implement a zero-shot prompt with format and language control and run it on the
tests.

Implement a few-shot prompt (at least 1 task type) and compare it with zero-shot on
the same examples.

Compare at least 2 temperature settings on 5-10 examples.



¢ Add a mechanism to limit hallucinations (e.g., "quote a fragment or write no data")
and show the effect on examples.

e Write a 10-15 sentence description answering the questions in the "Conclusions"
section.

Submission
To submit the work:

e Provide a link to the Kaggle notebook with the version number (Save Version) or an
exported .ipynb file.

e Visible test results (comparison tables for zero-shot vs. few-shot, temperature).
e Examples of detected/limited hallucinations.

e Completed conclusions in the notebook, along with information about the selected
model and generation parameters.



